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1 | INTRODUCTION

Content delivery networks (CDNs) are an important component of today’s internet. They are deployed to serve content to
customers in geographical proximity, and are, in fact, now responsible for serving the majority of current internet traffic. Several
studies have shown that the traditional CDN is insufficient to handle the rapidly increasing data content and traffic. To tackle the
scalability issues, abundant research has investigated the potential of using peer-to-peer (P2P) systems to assist CDNs, namely
peer-assisted CDNs (e.g. [1, 12, 3]]). In this work, we propose a novel concept of peer-assisted CDNs, namely VC-CDN, which
integrates the emerging concept of vehicular clouds with content delivery networks.

The concept of vehicular clouds (VCs) was proposed by several research groups independently, because cars are starting to
get manufactured with built-in computation and communication equipment. Vehicular clouds bring the mobile cloud (or edge
[4]) computing model to a cluster of vehicles and vehicular networks. In [5], we have proposed a new kind of vehicular cloud,
namely a macro-micro cloud (MMC). The MMC is specifically designed for long-lasting location-based services, for example,
the monitoring service for intelligent transportation systems.

This work presents an efficient mechanism for integrating a macro-micro cloud with a CDN. The core of our mechanism is a
content placement algorithm that: (i) divides data content into small partitions to reduce the workload, and (ii) assigns multiple
data partitions to vehicular clouds to increase availability (or reliability ). We prove that within a general family of algorithms,
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our algorithm achieves optimal workload — the maximum amount of data partitions stored in vehicular clouds. Moreover, our
algorithm is lightweight (compared to other general optimization techniques) and hence can be used to handle dynamic scenarios
in vehicular clouds. Finally, we build a simulator on top of SUMO and Python to verify the efficacy of our system.

Background

Below, we discuss close related work on peer-assisted CDN, and the foundation of macro-micro cloud (MMC) [5].

Peer-Assisted CDN: To achieve higher scalability and lower deployment cost, peer-assisted CDNs distribute the workload
among multiple peers. Typical peer-assisted CDNs have two types of nodes: (i) reliable CDN servers, which are physical
machines located in a CDN datacenter, and (ii) unreliable peers which are usually small and fragile machines hosted by users
and may suffer churn behavior. In peer-assisted CDN:s, if peers have sufficient bandwidth and are available, then a user should
download content from these peers to reduce the workload and bandwidth consumption at CDN servers; otherwise, a user should
contact CDN servers directly. While most peer-assisted CDNs share a similar architecture, each system addresses slightly dif-
ferent issues, for example, quality of service, flash crowd, etc. We refer interested readers to [1} 2 13] for more details. In this
work, we focus on the availability issue, which has not been studied rigorously in prior work. Concretely, we build a system that
guarantees a provably level of availability.

Vehicular Clouds: The main purpose of a vehicular cloud is to provide cloud services by leveraging computation and com-
munication resources of a cluster of connected vehicles. Research topics include integration with the vehicular ad-hoc network
(VANET) [6}[7], MapReduce-like computation [8]], and information-centric networking [9]. To the best of our knowledge, how-
ever, none of the existing literature has thoroughly investigated the idea of using vehicular clouds to assist CDNs. Particularly, the
content placement problem has not been considered in prior work. In [[L0], we presented a preliminary study on using vehicular
clouds as a CDN. In this work, we present an optimal algorithm, its proof, and simulation results.

Micro-Macro Cloud (MMC): As mentioned previously, the proposed system, VC-CDN, in this work is based on the macro-
micro cloud (MMC) presented in our previous work [S]]. We briefly go over the design of MMC and its characteristics here.
The MMC is essentially a hierarchical vehicular cloud which consists of two components: vehicular micro clouds and vehicular
macro clouds: With vehicular micro clouds (or simply, micro clouds), geographically nearby cars form local clusters. A micro
cloud can be logically tied to a specific geographic region, and the cars belonging to the same micro cloud coordinate with each
other to provide long-lasting services such as data storage and network services. Note that depending on the configuration, a
vehicle might belong to multiple micro clouds as far as it has sufficient computation and communication resources. With vehic-
ular macro clouds (or simply, macro clouds), multiple micro clouds behave as special nodes in a large network of connected
vehicles, typically a multi-hop network. The idea of a macro cloud can be seen as an extension of Car4ICT [7]], where indi-
vidual connected vehicles offer data content and a variety of computation and communication services on a peer-to-peer basis
over vehicle-to-vehicle (V2V) networks. Data content storage application was briefly discussed in MMC [5]] and Car4ICT [[7];
however, no availability study was conducted in [ [7].

Here we summarize a number of MMC characteristics that would benefit the design of a CDN: (i) An MMC can be made
to support long-lasting caching and delivery services through the coordination of cars in the micro clouds (so that the state
information is not lost due to a vehicle’s mobility); (ii) Wide-area service discovery and provisioning is enabled through the V2V
network in the MMC. This can effectively reduce the bandwidth consumption between users and CDN servers; and (iii) For each
micro cloud i in the MMC, we can quantify the probability of availability in terms of the mean time between failures (MTBF)
t;. Note that the micro cloud (MC) in the MMC might fail to remain intact due to communication failure, lack of vehicles in a
geographical region, and/or machine failure. This number ¢, characterizes the average time between two occurrences of failures
of the micro cloud i/, and can be calculated based on historical data such as penetration rate, vehicle density, traffic pattern,
communication quality, etc [11]]. By definition, FR(i) = 1/¢, is the failure rate, i.e. a probability that the MC i suffers one
failure during a unit of time. Our content placement algorithm (presented in Section [3) uses these numbers of MCs to decide
the location of content placement and the number of replicated data partitions.

2 | OUR SYSTEM: VC-CDN

In this section, we present the design of our system, a vehicular cloud-based CDN (VC-CDN), which essentially integrates a
CDN and an MMC. We also use a simulation to show that with a simple content placement strategy, VC-CDN caches and
delivers the content efficiently. In section [3] we discuss how to optimize the performance, especially in the case when micro
clouds may fail or become unavailable.
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Our VC-CDN system has three components: physical CDN servers, virtual CDN servers, and an administrator. Physical CDN
servers are physical machines located inside datacenter(s), and behave similarly to the traditional cloud-based CDN system.
Physical CDN servers can be accessed via the internet. Virtual CDN servers behave similarly to the peers in peer-assisted CDNs.
Virtual servers are built on top of micro clouds in the MMC, which can be accessed via V2V networks. An administrator is a
cloud-based server that provides the directory service and can be accessed via the internet. Moreover, it is responsible to execute
the content placement algorithm (presented in section [3)) that assign contents to micro clouds.

The VC-CDN system provides two basic functionalities of CDNs: caching and delivering content. We present the content
caching protocol in Algorithm [T} and content delivering protocol in Algorithm 2] below.

1: User contacts administrator to cache a  1: User contacts the administrator to download a content
data content 2: Administrator looks up the directory and sends a list of
2: Administrator computes a content place- servers and peers with the content to the user

ment strategy 3: For each data partition D do
3. Administrator distributes the content to  4: If some peer p with D are available then
physical CDN server(s) and peers (micro ~ 5:  User downloads D from peer p
clouds) 6: Else
4: Administrator updates data directory 7. User downloads D from physical CDN servers
s: Administrator sends acknowledgment to  8: If there are missing data partitions then
the user 9: User download them from physical CDN servers
Algorithm 1: Content Caching Protocol Algorithm 2: Content Delivering Protocol

The key to our design is in Step 2 of the content caching protocol in which the content can be partitioned into multiple pieces
(data partitions), and each partition may be replicated to multiple peers. Data partition allows for a distribution of the workload
among peers, and replication increases the availability in terms of the MTBF. Moreover, the existence of multiple copies of a
data partition allows users to download different data partitions in parallel, which reduces average download latency.

Content delivering is similar to prior design in peer-assisted CDNs. We present the protocol in Algorithm 2]for completeness.
Note that users access peers (micro clouds in an MMC) through V2V networks and access physical servers via the internet.
Therefore, our design helps reduce the workload and bandwidth consumption of the physical CDN servers. We use simulation
to validate this claim.
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Simulation and Results: Using a simulator that we built based on SUMO and Python, we can evaluate our design. In our
simulator, we first run a SUMO simulation and record the position of each vehicle. Then, we feed the position data into our
Python program which has two phases: preprocessing and discrete-time simulation. In the preprocessing phase, we generate
micro clouds’ position based on the given traffic flow following the method in [[11]], and divide one content file for each vehicle
into 12 data partitions and randomly place the partition to the micro clouds. In the discrete-time simulation phase, we execute
the traffic trace from SUMO to check whether a vehicle can download a content or not. Whenever a vehicle is close to the micro
cloud with its content (specified using a communication range parameter), it can start downloading a data partition on a stable
rate (specified using a communication bandwidth parameter)E]We consider the scenario of a stable download rate and no packet
loss. The purpose is to show that even with an unoptimized strategy (at the administrator), users can download a large proportion
of the data partitions from peers. As a result, the workload of the physical servers is reduced in this scenario.

'In our simulation, we adopt a simple mechanism; hence, if a vehicle is moving too fast, then it might fail to download a data partition in time.
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Figures [I] and 2] show that even with simple strategy, users can download a large proportion of the content with a moderate
number of micro clouds. More precisely, in Figure [T} with 17 or more micro clouds in a Manhattan grid, users can download
close to 80% of partitions on average, and 95% of users can download 50% of partitions. Similar pattern can be observed in
Figure[2] In these simulations, it takes 5 seconds to download each data partition and communication range is 150 meters.

3 | OPTIMAL CONTENT PLACEMENT ALGORITHM

In this section, we show how to fully make use of the strength o the macro-micro cloud by proposing a novel content placement
algorithm at the administrator (Step 2 in Algorithm[I)). Given a content C, the administrator needs to decide how C is partitioned
and replicated, and where the data partition is stored. As mentioned previously, each micro cloud i has a parameter F R(i) (failure
rate). Our algorithm uses these parameters to improve the performance. More precisely, we want to have a CDN system that has
guaranteed availability and reduced workload at both the physical and virtual CDN servers. A reduced workload has the benefit
of delivering the data with low latency and low bandwidth consumption.

Our system has two inter-correlated goals. First, we need to ensure that content is mostly available, meaning that the user can
download data from multiple micro clouds most of the time. Second, it is important that the workload at each peer is small; that
is, the data stored at each micro cloud needs to be small. Our algorithm addresses these two goals simultaneously.

To facilitate the discussion, we first define the notion of availability (in terms of MTBF) for a given content ¢ and the workload
on the micro clouds to store c.

Definition 1 (MTBF of Content Delivery). For the content ¢, the MTBF(c) is defined as the MTBF of downloading the entire
content from the micro clouds (without contacting the physical CDN servers).

Consider, for example, that content c is divided into #, data partitions. In this case, a user would fail to download content c if
there is a loss of a data partition(s). A partition may be lost if the hosting micro cloud(s) fail.

A data partition can be replicated multiple times to different micro clouds to increase the MTBF. If M C(i, j) denote the micro
cloud that stores the j-th copy of data partition i, and FR(M) is micro cloud M’s failure rate, then we have

1
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where #; is the number of copies of partition i in the system.

MTBF(c) =

Definition 2 (Workload of Content Caching). For the content ¢, the workload is defined as the maximum amount of data (related
to content ¢) stored among all micro clouds.

Given these two definitions, the first goal is equivalent to maximizing the MTBF(c), whereas the second goal is equivalent to
minimizing the workload. For the sake of this paper, we present the algorithm that works for one content. It is then straightforward
to extend it to handle multiple contents.

An obvious method for addressing the placement problem is to perform a multi-objective optimization. Unfortunately, in a
practical setting, it usually requires extensive computation (e.g. using genetic or evolutionary algorithms). Therefore, this is
not suitable for frequent re-computation. In the framework of the MMC, the parameters F R (and hence the MTBF) are time-
varying due to changes in vehicle traffic patterns; hence, to ensure a stable performance, the content and data partitions need to
be relocated by recalculating the optimal placement.

An Optimal Algorithm

Below we present a simple lightweight greedy algorithm. The key is that we do not optimize availability and workload at the
same time. Instead, we set a threshold on the MTBF that needs to be satisfied. Then under such a constraint, our algorithm
optimizes the workload by replicating the “least available” data partition to the micro cloud with the lowest workload so far.
Later we show that our algorithm is optimal in the case when all data partitions are equal size.

For lack of space, we present an algorithm to place one content only. However, we stress that it is straightforward to extend it
to multiple contents. Suppose that there are n micro clouds whose F R(i) is known and we have a queue Q which contains MCs
in a decreasing order of F R(i). For brevity, we use R to denote the MTBF as per Definition |1} and T to denote the desirable
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threshold of the availability. Finally, the least reliable data partition refers to the one with the largest failure rate, that is the data
partition j with largest Hj;l FR(MC(i, j)). Our algorithm is presented in Algorithm

1: Q < all n MCs with the decreasing order of F R(i)’s

2. k<n

3: while k > 0do 1000

4: S « dequeue the first kK MCs from Q

5: Divide data into k partitions 800 |

6: Place a partition to each MC in .S

7: Calculate the availability R using Definition|[T] % w0l

8 if R > T then return the placement E

9: end if g ° e

10: while R < T and Q is non-empty do E 4001

11 d « the least reliable data partition o e

12: m « dequeue the first MC from Q 200l . ettt
13: Replicate d and place it to MC m I R R
14: Recalculate R using Definition|[I] . | | | |
15: end while 5 10 15 20
16: if R > T then return the placement strategy numoer of micto clouds

17: end if

18: k—k-1

FIGURE 3 Workload under higher MTBF threshold (red dots)
and lower MTBF threshold (blue dots). The parameters are: (i)
Size of content: 1000 MBs. (ii) MTBF of micro cloud: 2.5 units
of time. (iii) Threshold of red dots: MTBF(content) = 1 unit of
time; Threshold of blue dots: MTBF(content) = 5 units of time.

19: QO < all n MCs with the decreasing order of FR(i)’s
20: end while
21: return no available placement strategy

Algorithm 3: Content Placement Algorithm

Note that it is possible that for the current scenario, there does not exist an available strategy. A trivial example is where no
micro cloud exists, and hence, the data content cannot be placed to achieve the desirable availability.

Time Complexity and Optimality Proof: Our algorithm has time complexity of O(n?), since (i) there are at most # iteration
of the outer while loop (k ranges from # to 1), and (ii) in each iteration, the inner while loop (line 9 to line 14) takes at most n
iteration as well. Hence, our algorithm is lightweight compared to general optimization algorithms.

Theorem 1. Among all the algorithms that divide data into partitions with equal size, Algorithm[3|achieves the optimal workload
as per Definition 2]

Proof. The proof is given in a standard “swap” argument for showing optimality of greedy algorithms. Suppose there exists an
optimal content placement Algorithm A which divides the content into a partitions p,, ... p,, and uses n, MCs. Then we need
to show that Algorithm 3|comes up with an assignment using the same number of partitions. Since each partition has the same
size, the workload is the same for the two algorithms.

We define an inversion as the place of different assignment between Algorithm A and Algorithm [3] Then we use induction
to prove that claim. The base case is when Algorithm A has only one inversion. Without loss of generality, assume that (i)
inversions happen at partition p;; (ii) A assigns p; to MC i,; and (iii) Algorithm [3|assigns p, to MC i,. Next we show that by
swapping the assignment for p,, the availability does not become smaller. That is, we need to show

R(p))FR(,) = R(p))FR(i,) (H
where R(p,) denotes the assignment for partition p; excluding MC i; or MC i,. Note that since all the other partitions have
the same assignment, inequality (I)) above implies that after swapping, the resulting assignment still satisfies the availability
threshold 7. By assumption, partitions have the same size for both Algorithm A and Algorithm[3] workload remains the same.
Inequality (I)) holds because Algorithm [3] processes MCs in a decreasing order of FR’s. The only reason that MC i, is used
instead of MC i, in Algorithm is because FR(i;) > F R(i,). The same argument can be used for the inductive step. That is,
for an optimal algorithm with k inversions, we can always find an optimal algorithm with k — 1 or k — 2 inversions that still
satisfies the threshold T'. Hence, by induction, the theorem is proved. O
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Evaluation: We evaluate our algorithm using different scenarios in simulation. Figure [3| presents the result with the content
of 1000 MBs. It indicates that VC-CDN is scalable, because as the number of micro clouds increases, (i) workload decreases,
and (ii) the overhead for ensuring a higher MTBF decreases (the gap between two cases shrinks). Note that there are some
missing dots in the figure, because given the number of micro clouds, it is impossible to achieve the required availability (MTBF)
threshold, i.e. no feasible content placement strategy exists. We also share two interesting observations: (i) Increasing the number
of micro clouds sometimes does not necessarily help to reduce the workload (flat part) due to the nature of the MTBF’s definition;
and (ii) Jumps in the figure arise from a “critical point” where adding one additional micro cloud reduces the workload. This is
because the content can be divided into smaller partitions and replicated while maintaining a similar MTBF.

4 | SUMMARY

In this paper, we present a novel peer-assisted CDN built on top of vehicular clouds. We describe a simulator we built to test our
system and present the evaluation. Finally, we offer a lightweight greedy content placement algorithm and prove its optimality.
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